SAPHIRE: A semantic Web service based Clinical guideline deployment infrastructure exploiting IHE XDS
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Abstract: Despite the benefits the Clinical Practice Guidelines provide to health care domain, wide adaptation of computerized clinical practice guidelines has yet to be achieved. In this paper, we are proposing a semantically enriched web services and IHE XDS based clinical guideline execution environment supported by software agents which we call the SAPHIRE system. The SAPHIRE system enables the deployment and execution of clinical guidelines in a collaborative healthcare environment where the collaborating institutes may not be interoperable with each other. 
1. Introduction

The trends in healthcare informatics are changing with the impact of information technology revolution: currently, the treatment of a patient may involve several practitioners from different healthcare institutes, remote care delivery and patient monitoring are becoming more common. More importantly accessing patients’ healthcare records electronically wherever they are stored is becoming a reality:  building the infrastructures enabling the sharing electronic health records of a patient  are currently the first priority of the national eHealth roadmaps of many countries.  In U.S.A. for example, the Department of Health and Human Services (HHS) [1] has awarded contracts to lay the foundation for an interoperable, standards-based network for the nationwide secure exchange of health care information; in the U.K, NHS Connecting for Health [2] aims to deliver integrated IT systems and services to National Health Service of UK. Integrating Healthcare Enterprise (IHE) has published the Cross – Enterprise Document Sharing Integration Profile (XDS) [3] which enables a number of healthcare delivery organizations belonging to a community of care to cooperate in the care of a patient by sharing clinical records in the form of documents as they proceed with their patients’ care delivery activities. This profile will be used by Canada, Italy, Norway and France for their National eHealth Systems. Considering these developments, the medical applications processing clinical practice guidelines to assist general practitioners need to handle more and more data where these data may come not only from disparate medical information systems, but as in the case of remote monitoring they may be also be coming from the medical sensor devices. 

Clinical practice guidelines are the definitions of medical plans for the study of medical problems and regimens for therapy. They aim to reduce inter-practice variations and cost of medical services, improve quality of care and standardize clinical procedures [4]. They have been used to develop Clinical decision support systems to support general practitioners through automated decision making tools gathering relevant data, making clinical decisions and managing medical actions more effectively [5]. Formal models have been developed to represent clinical guidelines in a computer interpretable manner, such as GLIF [6], EON [7], and PRODIGY [8]. However despite the benefits they provide to health care domain, wide adaptation of computerized clinical practice guidelines could not be achieved even in a single healthcare institution [9]. The lack of commonly agreed electronic healthcare standards and set of interpretable interfaces to proprietary medical information system is the main obstacle for achieving fully sharable and deployable clinical practice guideline implementations. 

In this paper, we are proposing a semantically enriched web services and IHE XDS based clinical guideline execution environment supported by software agents which we call the SAPHIRE system. For this purpose, we have extended the GLIF3 model [6] to be able to represent deployable guideline definitions. In SAPHIRE, healthcare institutions are grouped as clinical affinity domains, and IHE XDS profile is implemented to enable sharing of clinical documents of patients. Medical applications that interact with the clinical workflows are wrapped as web services and published in service registries by the healthcare institutes. The generic guideline definition is specialized to a patient and deployed to a medical institution automatically by discovering and binding the actual implementations of the services to retrieve clinical data from other hospitals, from sensors and to interact with clinical workflows. In the SAPHIRE system, a guideline definition has its own data model to represent Electronic Healthcare Records (EHRs) of a patient, and the clinical affinity domains can use different standards to represent EHR. While the guideline is executed by the Guideline agent, different healthcare standards used by the healthcare institutes are semantically mediated with the help of an Ontology agent implemented in conformance to FIPA Ontology Service Specification [12]. 

The paper is organized as follows: Section 2 we present the extension to GLIF model in order to create shareable deployable guideline definitions. In Section 3, an overview of the SAPHIRE architecture will be presented detailing the automatic deployment of the semantically enriched guideline definitions for a specific patient to a medical institute and the execution of guidelines accessing the clinical data of the patient through IHE XDS profile from other healthcare institutes, retrieving the sensor data from the medical sensor devices, interacting with clinical workflows through Web services and sending alarms to necessary people when necessary.  Finally, Section 4 concludes the paper.
2. Semantically Enriched Guidelines
In GLIF3 model [6], clinical guidelines are represented as instances of a formal model called guideline. The clinical process is represented through an algorithm, which is a flowchart of guideline steps, such as action steps, decision steps, patient state steps, branch and synchronization steps. Clinical data in GLIF3 is represented as data items. For representing medical data items, GLIF3 supports the use of a Reference Information Model derived from HL7 RIM [13]. It includes high level Patient data items such as Medication, Observation, and Procedure. Knowledge items are basically the clinical concepts defined through the tuple <“concept_name”, “concept_id” and the “concept_source”>. For example the chronic cough concept can be represented through the following tuple <chronic cough, C0010201, UMLS> in reference to UMLS controlled vocabulary [14]. The concept definitions can be used to annotate the medical data items to relate them with well known medical terms. 

On top of these, GLIF3 identifies the requirement for a Medical Information Layer to provide an implementable specification that can be incorporated into an institutional system. Here the actions specified and the patient data references must be mapped to institutional procedures and the electronic medical records of the underlying system. GLIF3 specification left the implementation of this layer incomplete. We have extended the GLIF3 model as follows to enable a flexible deployment in heterogeneous, distributed environments: 
· We define a Medical Knowledge Layer. There are four main classes in this layer. AlarmEntity, EMREntity, SensorEntity and MedicalActionEntity.

· The MedicalActionEntities represents the Web services exposed by the healthcare institutes to be able to communicate with the Clinical Workflow systems. A Web service is nothing more than a software interface that describes a collection of operations that can be accessed over the network through standardized XML messaging. If the medical information systems can expose their medical applications as Web services for interacting with the clinical workflow such as placing lab orders; then, the endpoints of those web services (references to their WSDL definitions) can be specified in a deployable clinical guideline definition. However our aim in the SAPHIRE system is to create a deployment infrastructure where generic guideline definitions can be easily deployed to any medical institution. For this reason, we refer to the semantic definitions of the web services instead of their concrete implementations in the guideline definition. Through a functionality ontology, we define the operation semantics of the Web services. While defining our functionality ontology, we exploited the HL7 event definitions. Each MedicalActionEntity has a functionality attribute which is a ConceptAttribute defined in GLIF Data model. In the Concept which will be the target class of this relationship, we refer to the functionality ontology node: the concept_name is the name of the ontology node; the concept_id is the URI of the ontology node and in the concept_source we identify the location of the Functionality ontology (in fact this is implicity specified in the concept_id attribute). On top of the functionality semantics of the Web services, we need to define the semantics of the messages of Web services. In guideline specification, we specify the input and output parameter semantics through the data item classes which refer to RIM classes as proposed by GLIF. 
· GLIF3 proposes MedicallyOrientedAction to specify the medical actions through which the underlying clinical workflow is to be interacted such as prescriptions, lab orders or referrals. Currently these tasks are specified with the medical_task attribute whose range class is a Literal_data_item. We have extended the range of this attribute as MedicalActionEntity. 

· Each EMREntity has a semanticCategory attribute, which is a ConceptAttribute. In the Concept, we identify the type of data we are looking for again by selecting a node from an ontology. We have exploited the document types identified by LOINC (Logical Observation Identifiers Names and Codes) [15] for creating our Document type ontology. 

· The SensorEntity has a sensorCategory attribute, which is a ConceptAttribute. In the Concept, we identify the type of medical sensor we are looking for again by selecting a node from an ontology.

· The EMREntity and SensorEntity are created as a subclass of DataEntity.
· GLIF3 model proposes to use GetDataAction for interacting Electronic Medical Record Systems. However currently this is specified through the data_source_type attribute which is either the String “EMR” or “User”. We extended the definition of GetDataAction as follows: the range of the data_source_type is DataEntity. Since through the EMREntity and SensorEntity, the semantic category of the data is identified, in the deployment phase the resources providing this information will be automatically discovered and will be bound to guideline definition. 

· AlarmEntity allows us to define the message to be delivered to respective people, to which roles the alarm will be delivered to, and the urgency of the alarm. GLIF3 model proposes to use MessageAction for sending messages to other entities. This MessageAction  has an attribute named message which is a String in GLIF3 model. We have extended the range of this attribute to be the AlarmEntity class defined in our Medical Knowledge layer.

Based on this semantically enriched guideline definition, the SAPHIRE architecture is able to specialize this definition to a specific patient, for a specific medical institute where the guideline is to be deployed, and can locate the resources of patient data in an heterogeneous and dynamic environment as explained in Section 3.
3. The SAPHIRE System Architecture
In the SAPHIRE System as presented in Figure 1, the healthcare institutes are organized as “Clinical Affinity Domains” to cooperate in the care of the patients. These healthcare institutes implement IHE Cross-Enterprise Document Sharing (XDS) profile to share clinical records in the form of documents as they proceed with their patients’ care delivery activities. As proposed in IHE XDS, in each affinity domain, there are a number of “Document Repositories”; the healthcare institutes store the medical documents of the patients to these repositories. There is a “Document Registry” which is responsible for storing the metadata of these documents so that the documents of interest for the care of a patient may be easily found, selected and retrieved irrespective of the repository where they are actually stored. The document repositories register the documents along with a set of metadata to the Document Registry. In each Affinity domain there is a “Patient Identity Source” which provides unique identifier for each patient in that affinity domain, before a document of a patient is registered to the Document Registry. There is also a PIX manager which facilitates the mapping between the local patient identifiers and the unique identifier assigned by the Patient Identifier Source as proposed by the IHE Patient Identifier Cross-referencing Profile. There are also Cross Affinity Domain PIX managers, which facilitate the mapping of unique Patient Identifiers used in each clinical affinity Domain. 
The core entity coordinating the deployment of a guideline definition to a medical institute is an AgentFactory Agent. This Agent has a graphical interface, allowing the doctors to assign guideline definitions to specific patients. In this step, the Agent Factory agent assists the doctor as follows: first, the patient demographics data and the list of his/her diagnoses are retrieved from the medical information system through a Web service interface. In the SAPHIRE system, the semantically enriched guideline definitions are registered to the Guideline Registry, by classifying them with nodes of the ICD10 [11] classification.
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Figure 1 SAPHIRE Architecture
The Agent Factory Agent queries the Guideline registry with the diagnosis code selected by the doctor to retrieve the relevant guideline definitions to be assigned to a specific patient. After this step, the specialization and deployment phase starts. As explained in Section 2, in the guideline definition all of the interfaces of the guideline to the outside world have been semantically annotated with ontologies. The role of the Agent Factory is to select real implementations of those interfaces for a specific patient and for a specific medical institute where the guideline is deployed. The Agent Factory Agent processes the guideline definition, and whenever such an interface is detected, the possible alternatives are presented to the doctor, who selects and validates one of the alternatives through a graphical interface. This step can be detailed as follows:

· When the Agent Factory encounters a GetDataAction step in the guideline flow, it examines the value of the data_source_type attribute. If it is an EMREntity, the Agent Factory needs to discover the available electronic healthcare records of the patient. Here two options are provided to the doctor: either the EHR of the patient is searched within the affinity domain or searched across the affinity domains. If the first option selected, the Agent Factory queries the IHE XDS Registry for the documents registered. However there are two prerequisites for this step. First the Agent Factory only knows the local Patient ID; it needs to know the unique Patient ID assigned to be used in the XDS Registry of that affinity domain. For this purpose it queries the PIX Manager of the affinity domain. Secondly, as explained in Section 2, in the EMREntity, the type of the document needs to be retrieved is annotated with a node in the DocumentTypeOntology. If in the XDS registry a different Document Type Classification is used, the AgentFactory queries the Ontology Agent for translation services. When the XDS registry is queried with the Patient ID, and the Document types requested, the metadata for one or more registry objects, and object references for one or more registry objects representing the documents are received as a response. The document metadata are presented to the doctor by the Agent Factory GUI, and the doctor selects the relevant documents to be retrieved by the guideline agent. If the doctor wishes to retrieve the clinical documents of the patient across affinity domains, then, the Agent Factory communicates with the EMRAgents of the other Clinical affinity domain. The AgentFactory sends the unique patient ID used in its clinical affinity domain, and the type of the document with reference to an ontology node. The receiving EMRAgent, needs to query the Cross Affinity PIX manager with the Patient ID received from the other affinity domain, to receive the Patient ID used in its domain. Then the EMR Agent queries the XDS registry in its affinity domain, it communicates with the Ontology manager if the DocumentTypeOntologies used by the requesting and responding affinity domains are different. The results are sent back to the Agent Factory. The Agent Factory updates the Guideline definition which is specialized to the patient; it fills the ObjectID attribute with the ObjectIDs of the selected documents. Also if responses from other affinity domains are received the AgentIDs of the EMRAgents of the respective affinity domains are saved in the EMREntity.

· When the Agent Factory encounters a MedicallyOrientedAction step in the guideline flow, it examines the value of the medicalTask attribute. In the MedicalActionEntity, the functionality attribute specifies the functionality of the service being searched in reference to a node in the Functionality Ontology. The guideline agent needs to interact with the clinical workflow of the healthcare institute where the guideline is to be deployed. In the SAPHIRE system, each medical information system exposes some of the functionalities of their Clinical Workflow such as “lab order”, “schedule operating room” as semantically enriched Web Services. These services are registered to the Service Registries through their semantics. The Agent Factory queries the Service Registry in that affinity domain, with the name of the healthcare institute and with the semantic category of the service, and receives a set of Service WSDLs, and OWLS definitions satisfying these requirements. These services are presented to the doctor, and the selected services’ WSDL URLs and OWLS URLs are saved to the MedicalActionEntity object of the guideline definition that is being specialized for a patient. Interaction with Sensor services is handled in a similar manner. 
· When the Agent Factory encounters a MessageAction step in the guideline flow, it examines the value of the message attribute which is an “AlarmEntity”. The Agent Factory needs to discover the Alarm Agent of the selected patient. The alarm agents are registered to the Directory Facilitator agent with reference to the Patient IDs of the patients they are taking care of. The Agent Factory queries the Directory Facilitator agent, and the Agent ID of the Alarm Agent is saved to the AlarmEntity object of the guideline definition that is being specialized for the patient.
After these steps the guideline definition has been successfully specialized for a specific patient and becomes ready to be deployed to the selected Healthcare institute. The specialized guideline definition is loaded to the Guideline Agent. The Guideline Agent has a default behavior capable of parsing the extended GLIF3 guideline definition. Since all of the interfaces of the guideline with outside world has been specified, the guideline agent executes the guideline without a problem by invoking the web services identified to interact with the clinical workflow and retrieving sensor data, by retrieving the EHR documents of the patient from the document repository, and by sending alarm messages to the identified alarm agent. The guideline agent consults to the Ontology agent whenever the standards used by the guideline specification and the underlying medical information systems do not match each other. 
4. SAPHIRE Business Cases and Conclusions
The SAPHIRE System will be validated with the help of two pilot applications; one in a hospital environment, the second will be a homecare application.  The purpose of the hospital application is to demonstrate that the SAPHIRE system developed can provide bedside intelligent monitoring in a wireless fashion and can also provide patient-specific computer-generated clinical decision in accordance to the latest European Cardiology Guidelines. The Emergency Hospital of Bucharest (Spitalul Clinic de Urgenţă Bucureşti, SCUB) will develop the hospital pilot application using two patient populations: acute coronary syndromes and heart failure patients. The Homecare Pilot Application aims to test the intelligent intermittent home monitoring of patients through wireless sensors and to integrate the data from the sensors with the data from the electronic medical records in the system interoperability platform in order to generate alerts and recommendations via an intelligent Decision Support System based on a clinical guideline model. The rehabilitation department of the Schuechtermann-Schillersche Klinik Bad Rothenfelde (SSK) in cooperation with the Institute for Heart and Circulation Research at the University of Witten/Herdecke (IHKF) will develop the home pilot application. Patients suffering from ischemic heart disease followed by a revascularization therapy are the target population. The end users of the project envision that the system could not only reduce the workload in the hospital and out-patient departments, diminish probability of human error, but would reduce medical costs by cutting down intensive care stay and complex diagnostic investigations or therapeutic approaches where these are not necessary, and lead to a reduction of medical costs by cutting down rehospitalisation procedures in future.
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